Hub-relative weighted interval score (lower is better)

B2 pathogen-specific MLP - distance sharing - no covariates
Same trained checkpoints; only evaluation sample count changes
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Training: final target histories, 20% episode masking, final-value labels. Evaluation: final histories and labels, no artificial masking.
Flu, COVID and RSV admissions / ED targets; matched frozen Hub support. Two seeds; separate vertical scales by season.



